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ABSTRACT 
The presentation of multimedia content requires devices with 
proper computational resources to guarantee intermedia 
synchronization requirements. When a multimedia system is 
executed in resource-constrained devices, some synchronization 
mismatches may occur. This problem becomes harder to solve 
when considering support for features like user interaction, 
systemic resilience, and distributed multimedia processing. This 
paper discusses the separation of concerns between multimedia 
presentation orchestration and multimedia content decoding and 
rendering. A multimedia system architecture and its 
implementation are also presented in this paper, where the 
separation of concerns goes beyond modularization by being 
deeply realized as process isolation. This design decision not only 
assures improved system resilience to the proposed solution but 
also enables it to be applied in distributed multimedia 
processing/presentations. Experiments carried out have indicated 
that the presentation orchestration does not require much resource, 
and may be run on lightweight devices. On the other hand, 
multimedia decoding/rendering is suitable to run on devices that 
are more resourceful. 

CCS Concepts 
• Software and its engineering➝Software organization and 
properties ➝ Software systems structures ➝ Software 
architectures • Information systems ➝ Information systems 
applications➝Multimedia information systems. 

Keywords 
Intermedia synchronization; Separation of concerns; Process 
isolation; Performance evaluation. 

1. INTRODUCTION 
Multimedia languages (e.g., NCL, SMIL, and HTML) allow 
multimedia content authors to specify relationships among media 
objects. These relationships define a set of synchronization 

requirements that should be guaranteed when a multimedia system 
presents the content.  
The presentation of multimedia content often consumes 
considerable computational resources [1], particularly if it 
involves high quality media objects. As different codecs for audio 
(Opus [2], MPEG-H Audio [3]), video (HEVC [4], Daala1) and 
image (WebP2, JPEG2000 [5]) arise, more processing power is 
needed to decode the media object content and present it without 
violating the spatiotemporal relationships specified by the author.  
Santos et al. [6] proposed a monitoring tool capable to detect 
synchronization mismatches during the presentation of 
multimedia content. As discussed in that work, one of the causes 
of synchronization loss is the lack of sufficient computational 
power for processing each media object content. In this case, is 
likely that the multimedia system will be unable to meet the 
synchronization requirements specified by the content author. 
However, Santos et al. do not discuss how the monitoring tool 
itself can degrade the presentation of multimedia content when 
both, the presentation engine and the monitoring tool, run on the 
same device. 
This paper argues in favor of a separation of concerns in the 
software architecture of multimedia systems. In this context, the 
architecture is divided in two logical modules at least, the 
Presentation Manager, which controls the logic of the presentation, 
and the Multimedia Backend, which decodes and renders the 
multimedia content.  
Moreover, the proposed separation of concerns goes beyond the 
common modularization techniques, by being realized as process 
isolation in our proposal. This design decision not only assures 
improved resilience to a multimedia system, but enables it to be 
implemented as a distributed solution as well. 
Currently, we focus on the deployment of distributed multimedia 
systems using nearby devices in a local environment, like home 
networks. However, the proposal could be extended to fog/cloud 
computing environments provided that QoS, security, and other 
mechanisms are available. 
The main goal of this work is to guide multimedia systems 
architecture design and implementation, showing that intermedia 
synchronization can be respected even when part of the 
multimedia system runs in a resource-constrained device. 
Moreover, the definition of process-isolated components allows 
for the execution of monitoring tools in a different device. This 
approach avoids a competition for resources between the 

                                                                 
1 xiph.org/daala 
2 developers.google.com/speed/webp 
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monitoring tool and the multimedia system that would occur if 
using a single device. 
Indeed, the support for distributed multimedia presentations is not 
particularly novel, since some commercial software are already 
following this trend. However, these solutions either handle a 
single media type [7], or do not provide a fully interactive 
multimedia system, which restricts the extent of possible 
applications that could be developed.  
A major drawback of those systems is that they can only handle 
basic media types (mostly image, audio and video).  
The process isolation in multimedia systems is not a novelty as 
well. Web HTML browsers use this approach in what they called 
Tab isolation (or process-per-tab) [8], introduced by the most 
popular web browsers [8]. It isolates the frame process (title bar, 
back button, address bar, etc.) from the tabs processes (each tab 
shows its own HTML pages according to a specified URL). Web 
HTML browsers also isolates the player to present specifics media 
content embedded in an HTML page [8]. 
The most common setup provided by the aforementioned systems 
is the main device reading and decoding the media content, and 
then transmitting the decoded signal to the backend. In other 
words, the main device always performs the computing intensive 
task of decoding and rendering media content. In our proposal, 
besides being able to handle several media types, the Multimedia 
Backend performs the decoding as well as the rendering, while the 
Presentation Manager orchestrates the multimedia presentation. 
Our approach intends to be generic, by defining an API and a 
communication protocol that can be incorporated into an existing 
multimedia system. Additionally, this paper presents an 
implementation of the proposed system architecture. The 
Multimedia Backend module is implemented agnostically 
regarding the supported multimedia authoring language, which 
means that any Presentation Manager that implements the 
communication protocol could communicate with the proposed 
Backend to present multimedia content. 
The remainder of this paper is organized as follows. Section 2 
discusses some related work. Section 3 presents the proposed 
separation of concerns in multimedia presentation support. 
Section 4 presents the implemented of the architecture. In Section 
4, the protocol for inter-process communication is also specified. 
Section 5 presents and discusses some of the performed 
experiments, showing that intermedia synchronization can be 
respected even when part of the multimedia system runs in a 
resource-constrained device. Finally, Section 6 presents the final 
remarks and points out some future work. 

2. RELATED WORK 
DLNA (Digital Living Network Alliance)3 is a group of consumer 
electronic companies that defined a set of industry standards that 
relies on UPnP4 to provide interoperability between devices that 
share multimedia content. According to those standards, devices 
can be mapped to one or more UPnP AV Device profiles 
depending on their capabilities. Three of these profiles are worth 
mentioning: MediaServer (devices that have some content to 
share), MediaRenderer (devices capable of rendering multimedia 
content), and MediaController (devices that can control the 
presentation of content). A MediaController can issue commands 
                                                                 
3 www.dlna.org 
4 www.upnp.org 

to present and control (in any MediaRenderer) the execution of 
multimedia content hosted in any MediaServer. 
A serious limitation of these standards is that the architecture has 
been designed without providing full support to user interaction, 
which is limited to VCR-like operations (play, pause, stop, rewind, 
and forward). Interactive multimedia content is not supported by 
DLNA device profiles. Moreover, the standards rely on SOAP 
messages over HTTP for interoperability. The well-known issue 
regarding the performance of SOAP Web Services [9] can 
introduce additional delays to the presentation, which could lead 
to synchronization mismatches. Users of DLNA-compliant 
devices recurrently report compatibility problems between devices 
of different manufacturers.  
Some companion screen applications use a lightweight protocol 
called DIAL 5  to launch and control remote applications in a 
primary screen (generally SmartTVs). DIAL uses a service 
discovery protocol based on SSDP (Simple Service Discovery 
Protocol, defined in the UPnP protocol suite) and REST 
(Representational State Transfer) services for communication 
between devices. For instance, the YouTube mobile application 
uses DIAL to present video content on a remote screen (e.g., TV 
screen). The video content is chosen using a companion device 
(e.g., a personal mobile device), where users can also control the 
playback (rewind, pause, resume, etc.).  
DIAL was proposed mainly targeting the domain of companion 
screen applications, having SmartTVs as primary screen. Thus, 
due to limitations of most of SmartTVs in supporting advanced 
interactivity features, DIAL does not provide means for handling 
user interaction other than those provided by the DLNA standards. 
For instance, YouTube website allows for the inclusion of 
annotations and links over its videos so that users can interact 
with the content. However, this interaction is not supported when 
using companion devices to present on a remote screen. 
Applications using this protocol should implement some 
application-dependent mechanism to provide support for user 
interaction.  
Web HTML browsers are among the most popular software 
programs nowadays. When a browser loads an HTML page that 
contains embedded media content requiring a plug-in mediation, it 
searches for a plug-in that matches the content MIME type [8], 
loads the plug-in shared libraries into memory, and then creates a 
new instance of the plug-in, starting its life-cycle. A web browser 
can create several instances of the same plug-in on a single page 
window or in different opened windows. If the user leaves the 
page or closes a window, the corresponding plug-in instance is 
deleted. 
Plug-ins, as any third party library, can have many reliability 
problems, such as memory leaks, unexpected behavior or even 
critical faults that, without prevention, can cause unrecoverable 
errors. When running a plug-in in the same process of the browser, 
any plug-in fault can disrupt the entire system. Tab isolation (or 
process-per-tab) [8] introduced by the most popular web browsers 
[8], isolates the frame process (title bar, back button, address bar, 
etc.) from the tabs processes (that show HTML pages). If 
anything causes a site to crash (a plug-in like Flash, or the 
rendering or scripting engine, etc.), the frame and other tab 
processes will not crash. Mozilla Firefox and Chrome implement 
isolation a bit differently [8], factoring the different subsystems of 

                                                                 
5 www.dial-multiscreen.org 
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their browsers along different lines. From their documentation, 
besides the tab isolation and plug-ins, they have separate 
processes for rendering, for the frame, and for add-ons [8]. Unlike 
our approach, Web HTML browsers do not have strict 
synchronization requirements. 
The process-isolated components proposed in this paper supports 
the execution of applications in which actions are triggered due to 
user interactions, which none of the technologies discussed in this 
section gives support. Moreover, it has not been designed 
targeting a specific application domain, but it is generic so it can 
be used in different domains. 
The implementation of the architecture uses lightweight JSON 
messages directly over TCP sockets (in detriment of UDP because 
of the need of a reliable communication) to reduce the 
communication overhead. This approach outperforms those that 
use SOAP services, and has the advantage of not having to run a 
web server to handle HTTP REST requests.  
Besides the standardized technologies, there are some distributed 
multimedia systems proposed in literature. Sugiura et al. [10] 
proposed a distributed system to present digital signage. The 
system has a central server that stores information about the 
presentation scheduling time of each media content. In addition, 
the system defines file repositories, which store media content, 
and a repository of players to render and present content 
according to a layout specified in a XAML (Extensible 
Application Markup Language) [11] document. The 
communication between these components is carried out by REST 
services. Players are set to poll continuously the central server in 
order to retrieve content updates (when users upload content to be 
displayed, this update is not pushed to players). Kim et al [12] 
focus on presenting the signage content on mobile devices. Their 
main concerns are to reduce the network bandwidth consumption 
and to perform content transformations to better fit on small 
screen devices. Unlike our approach, both works do not have strict 
synchronization requirements regarding the presentation of media 
objects (the poll-based approach of these systems allows the 
scenario in which a player polls the central server and retrieves a 
new uploaded content whose start time scheduled has already 
passed). 
In [13], a presentation engine that spawns a process per media 
object in the presentation was discussed, enabling the 
implementation of fault recovery techniques. The goal was to 
deploy a robust system that can restart defective processes without 
compromising the multimedia presentation as a whole. Although 
this approach makes the presentation engine more resilient, the 
spawning of processes (which is a task that consumes a non-
negligible time) during the execution of an application can affect 
the synchronization of the presentation. Note that, in [13], 
processes are spawned even in the absence of faults. In our 
proposal, the creation of processes occurs before the presentation 
actually begins, and thus does not have a practical impact on the 
presentation synchronization. The discussion of fault recovery 
mechanisms is out of the scope of this paper. 

3. SEPARATION OF CONCERNS IN 
MULTIMEDIA PRESENTATION SUPPORT 
Multimedia systems are based on diverse architectural 
arrangements. However, there are core functionalities usually 
present in such a system. In this work, we are especially interested 
in the components that support multimedia presentation, which 

includes multimedia orchestration, media decoding, media 
rendering and user input.  
The proposed separation of concerns divides multimedia 
presentation support into two main modules: Presentation 
Manager and Multimedia Backend, as depicted in Figure 1. The 
Presentation Manager is responsible for reading the specification 
of a multimedia application and for building a presentation plan, 
using a submodule named Presentation Controller. The 
Multimedia Backend decodes, processes, and renders the 
multimedia content, using a submodule called Backend Controller. 
Nevertheless, this separation of concerns goes beyond 
modularization. Those two main modules are deeply separated 
from each other, by means of process isolation. For this reason, 
they also include submodules that provide inter-process 
communication. The Presentation Manager defines the Command 
Invoker and the Event Listener. The Multimedia Backend defines 
the Command Receiver and the Event Notifier. 
The modules communicate either (i) to handle the execution of 
commands or (ii) to handle the occurrence of events (e.g. temporal 
events, user-generated events). The design of the first type of 
communication resembles the Distributed Command design 
pattern, while the second type resembles the Distributed Observer 
design pattern [14]. 

 
Figure 1: Deep separation of concerns in multimedia support. 
The Command Invoker submodule is responsible for sending 
commands to the Multimedia Backend. These commands can 
either request the execution of an action or query the value of a 
variable (that is, a media object or system property).  
The Multimedia Backend receives commands through the 
Command Receiver. This submodule parses the requests to check 
whether they are valid and forwards them to the Backend 
Controller. The Command Receiver may send a reply message, 
notifying whether the Multimedia Backend was able to meet the 
request or not. 
The Event Listener is responsible for receiving event notifications. 
First, it registers itself as a listener (observer) to be notified of 
events during the presentation. Upon receiving an event 
notification, this submodule converts the notification into the data 
structure expected by the Presentation Controller and delivers the 
event. 
Finally, the Event Notifier is in charge of notifying the registered 
observers about events. The event types notified depend on the 
implementation. To reduce the message traffic, this module can 
implement a filtering approach, in which the observers inform 
upon registration the types of events they can handle. The Event 
Notifier would then send notifications only when there is a match 
between the event type and the filters of an observer. 
The following subsection specifies the format for messages 
interchanged between the Presentation Manager and the 
Multimedia Backend. It is important to highlight that these 
process-isolated components can be instantiated using any 
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transport protocol. Section 4 discusses an instantiation of the 
architecture. 

3.1 Message Formats 
Messages sent from Presentation Manager requesting the 
execution of a command must have a code field whose value 
identifies univocally a function of the Multimedia Backend API.  

{ 
  "Method":  { 
    "code": "{CODE}", 
    "argc": "{K}" 
    "arg0": "{arg0}", 
    "arg1": "{arg1}", 
     . . . 
    "argN": "{argN}" 
  } 
} 
 

(a) 

{ 
  "Response":{ 
    "code": 
"{STATUS_CODE}", 
    "argc": "{K}", 
    "arg0": "{arg0}", 
    "arg1": "{arg1}", 
     . . . 
    "argN": "{argN}" 
  } 
} 

(b) 

{ 
  "Event": { 
   "type": "{EVENT_TYPE}", 
   "object": "{media_id}" 
   "interface": "{interface_id}", 
   "transition": "{transition}" 
   ["position": "{<x, y>}" 
   "key": "{key_code}" 
    … ] 
  } 
} 

(c) 

Listing 1: (a) Command skeleton; (b) Response skeleton; (c) 
Skeleton of event notification messages 

Additionally, an argc field must inform the number K of 
arguments the request contains, followed by K arg{N} fields (0 
<= N < K) containing the value of the corresponding arguments. 
Listing 1(a) presents the format of command messages. 
Response messages contain a code field indicating if the 
command was properly executed or not. The allowed values for 
this message are 200 (the Multimedia Backend was able to 
execute the command), 404 (the function code is invalid) or 500 
(error while processing the arguments). The argc field informs the 
number of arguments a response message contains (for functions 
that do not return any value, this field must always be 0). The 
arg{N} fields (0 <= N < K) contain the returned values. Listing 
1(b) presents the skeleton of response messages. 
Event notification messages have a type field that identifies the 
event type, an object field that identifies the object associated to 
the event, an interface field that identifies the interface (subset of 
information units of media objects) and a transition field 
informing which transition has triggered the event. Additional 
fields can be added to describe particular events. For instance, 
pointer events (selection) can have a position field whose value is 
a pair <x, y> representing the screen position in which this 
selection has occurred, while keyboard press events (key selection) 
can have a key field identifying the key that has been pressed. In 
Listing 1(c), the format of event notification messages is 
presented. 

4. INSTANTIATION IN A MULTIMEDIA 
SYSTEM 
To instantiate the proposed components, the reference 
implementation of the Ginga middleware [15] (ITU-T 
recommendation for IPTV services) was taken as a basis. Ginga 
architecture has several modules. For the discussion addressed in 
this paper, the Graphic Manager is the most relevant and is 
discussed in the following paragraphs (an extensive discussion 
about Ginga modules can be found in [15]). 
Decoupling the Graphic Manager, Ginga was modified to play the 
role of the Presentation Manager component. On the other hand, 
the Graphic Manager was modified to implement the 
functionalities of the Multimedia Backend component. Both 
modules become independent processes that communicate in 
order to present multimedia applications. 

In the Ginga side, the former Graphic Manager module was 
replaced by a stub that maintains the original API [8]. This stub 
implements the functionalities of Command Invoker and Event 
Listener submodules. When any component of Ginga calls a 
method of the stub’s API, it generates a request and sends the 
command to the Multimedia Backend. In the current 
implementation, the API for invoking remote commands is 
synchronous, which means that the stub blocks the process 
execution until it receives a reply. This design has the clear 
advantage of simplify the implementation, because it makes 
transparent to other modules whether the Backend Controller is 
local or remote, but it can lead to some synchronization issues. 
This matter is discussed in Section 5. 
Rather than implementing an entire protocol stack that could incur 
performance issues (e.g., SOAP web services, RPC, RMI, etc.), 
this implementation uses lightweight JSON messages for the 
inter-process communication6. These messages are sent directly 
through TCP sockets.  
Each function of the Multimedia Backend’s API has a unique 
identifier (an integer code). Command messages carry the code of 
the requested function and its parameters (if any). The message 
‘{“Method”: { “code”: “50”, “argc”: “3”, “arg0”: “0”, “arg1”: 
“1”, “arg2”: “ALPHACHANNEL” } }’ is a command that 
queries the value of a capability of some window (abstraction of 
regions in which media objects are rendered). In this command, 
the field code with value 50 identifies the function to be executed, 
and the field argc informs that there are three arguments in the 
message. The function expects exactly three parameters: the 
identification of the display (arg0 field), the identification of the 
window (arg1 field) and the name of the capability to be returned 
(arg2 field). All the values are passed as strings. 
The message ‘{“Response”: { “code”: “200”, “argc”: “1”, 
“arg0”: “0” } }’ is an example of a response for the request 
discussed in the previous paragraph (in this example, the alpha 
channel value returned is 0). 
Note that neither command nor responses messages have an 
identifier. This is a consequence of the synchronous API used: as 
the Command Invoker blocks until it receives the response, there 
is no need the response messages to carry a field identifying the 
corresponding request. The stub uses mutual exclusion techniques 
to guarantee that there are no concurrent pending requests waiting 
for reply. 
In the current implementation, the register of an Event Listener is 
performed without sending any special message. When the stub 
connects to the Event Notifier TCP server socket, the register is 
automatically done. This means that currently there is no event 
filter feature implemented.  
The current implementation of the Multimedia Backend uses the 
NCM (Nested Context Model) [15] event model. Currently three 
classes of events are implemented: presentation (type = 0), 
selection (type = 1) and attribution (type = 2). Each event may be 
in one of the following states: sleeping, occurring or paused. The 
code used to identify events is shown in Table 1.  

                                                                 
6 REST services were initially considered. However, this approach 

has the inconvenient of being required an HTTP server to 
handle requests, which increases the message processing 
overhead and thus may become a source of synchronism 
mismatches. 
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The message ‘{“Event”: {“type”: “0”, “object”: “video_1”, 
“interface”: “anchor_1”, “transition”: “0”}}’ is an example of an 
event notification message. This message notifies that the 
interface named anchor_1 of the object video_1 has started (the 
type field has the value 0, indicating a presentation event; and the 
transition field has the value 0, indicating the starts transition). 

Table 1: Mapping NCM event state machine.  
Transition (action) Name Code 

sleepingoccurring (start) starts 0 
occurringsleeping (stop) stops 1 
occurringsleeping (abort) aborts 2 
occurringpaused (pause) pauses 3 
pausedoccurring (resume or start) resumes 4 
pausedsleeping (stop) stops 5 
pausedsleeping (abort) aborts 6 

5. EXPERIMENTS 
From a theoretical analysis, the process-isolated approach enables 
distributed processing, bringing the advantage of saving resources 
of the device running the Presentation Manager. Still under this 
analysis, the stub’s synchronous communication approach could 
introduce delays, being the source of synchronization mismatches 
in the presentation. Some experiments have been carried out in 
order to verify this theoretical analysis. This section presents the 
results of these experiments. 
Three sets of experiments were performed. The first (A) and 
second (B) experiments aim to evaluate memory consumption. 
The difference between them is that experiment A uses low or 
standard resolution objects, while experiment B uses high 
resolution objects. The third experiment (C) evaluates the mean 
time that the Presentation Manager is blocked between issuing a 
command and receiving its reply. The memory consumption 
metric was chosen in the experiments A and B due its impact in 
the overall system performance, especially in devices with scarce 
resources 7 . Experiments A and B were replicated for the 
monolithic implementation (the original Ginga architecture) and 
compared with the results obtained from the implementation of 
the distributed architecture (the one presented in Section 4). 
Section 5.1 presents the experimental design setup, Section 5.2, 
5.3 and 5.4 present the results of each set of experiment, and 
Section 5.5 discusses the results. 

5.1 Experiment Design 
Two devices have been used in the experiments: a Dell laptop 
powered with an Intel® Core™ i7-4500U 1.80GHz 64-bit CPU, 
8.00 GB of RAM, running an Ubuntu 14.04 64-bit operating 
system and a PC powered with an Intel® Core™ 2 Duo E8400 
3.00GHz 64-bit CPU, 2.00 GB of RAM, GeForce 9800 Gx2 
graphic card, running a Ubuntu 14.10 64-bit operating system. A 
10/1000 Ethernet switch (Linksys WRT54GL Router) has been 
used to interconnect the devices. 
As discussed in [16], even small variations in an experiment setup 
can lead to biased results. Thus, some precautions were taken in 
order to reduce measurement biases: 
• Memory consumption experiments performed in the same 
device (differences in hardware architectures do not affect 
results). 

                                                                 
7 CPU usage measurement shows a similar behavior of memory 

consumption: http://www.telemidia.puc-
rio.br/~rodrigocosta/experiments/data.html. 

• Reset of memory buffers and cache between consecutive 
executions. 
• Isolating the router from Internet (no other device connected). 
• The results based on experiment repetition (40 times). 
• In the experiments A and B, an external script measured the 
memory consumption. Thus, because the measurement was 
external to each process, it did not affect their memory 
consumption. 

Experiments A and B have been performed in the laptop. In the 
experiment C, the Presentation Manager was running in the laptop 
and the Multimedia Backend was running in the PC. 

5.2 Memory Consumption (Experiment A) 
For this experiment, an NCL application (experiment_A.ncl) was 
used with the following media objects: one standard-definition 
video (MPEG-4 codec, 30fps), one audio (MPEG AAC codec, 
44100 Hz), three images (PNG codec, 120x50 resolution), one 
image (PNG codec, 96x53 resolution) and another video (MPEG-
4 codec, 160x120 resolution, 30fps).   
The application starts by presenting the first video. The audio and 
three images start 5 seconds after the beginning of the first video, 
and are presented during the whole presentation. From 12s to 17s, 
the second video is presented overlapping the first one. From 45s 
to 51s, the last image is presented. This NCL was used as input 
for both systems (distributed and monolithic). 
At regular intervals of one second, the memory consumption was 
measured. Figure 2 presents the mean of the measurements, at 
each second, of the monolithic and of the processes of the 
distributed architecture. 

 
Figure 2: Memory consumption of the monolithic architecture 

presenting the experiment_A.ncl application. 
The mean memory consumption of the monolithic architecture in 
this experiment was 78.43 MiB (σ = 2.4606). Regarding the 
distributed architecture, the mean consumption of the Presentation 
Manager was 27.60 MiB (σ = 0.9108), while the mean of the 
Multimedia Backend was 50.14 MiB (σ = 3.5433). 

5.3 Memory Consumption (Experiment B) 
The second experiment considers a different NCL application 
(experiment_B.ncl), with high-resolution media objects. The goal 
is to analyze the memory consumption of both architectures when 
decoding and presenting objects that demand more computational 
resources. The following media objects were used: two videos 
(H.264 codec, 1920x1080 resolution, 24fps) each one with an 
audio track embedded (MPEG AAC codec, 48000 Hz) and two 
images (PNG codec, 1047x585 resolution).  
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The application begins presenting the first video. From 5s to 13s 
an image is presented. Another image is presented from 38s to 59s. 
The second video starts when the first video ends (at 60s) and 
stops at 71s. This NCL was used as input for both systems 
(distributed and monolithic).  
Likewise the experiment A, the memory consumption was 
measured every second during the executions. Figure 3 presents 
the mean of the measurements, at each second, of the monolithic 
and of the processes of the distributed architecture. The mean 
memory consumption of the monolith architecture was 153.61 
MiB (σ = 17.2301). For the distributed architecture, the mean 
consumption of the Presentation Manager was 28.46 MiB (σ = 
0.8107), while the mean of the Multimedia Backend was 124.41 
MiB (σ = 25.7150). 

 
Figure 3: Memory consumption of the monolithic architecture 

presenting the experiment_B.ncl application. 

5.4 Waiting Time (Experiment C) 
For the last experiment, the distributed architecture was executed 
repeatedly (taking the experiment_A.ncl as input) and for each 
request issued, the time waiting for the reply was logged. In total, 
we have analyzed 7000 logs.  

 
Figure 4: Time Waiting. 

Figure 4 presents a histogram of these times. For a better 
visualization, the histogram has been partitioned into three plots: 
Figure 4(a) shows the range between 0.2ms and 0.6ms of waiting 
time; Figure 4(b) shows the range between 0.6ms and 2.0ms; and 
Figure 4(c) shows the range between 2.0ms and 14.0ms. 
Most of the requests – 6,569 requests, representing 93.84% of the 
total – have received the reply between 0.3ms and 0.4ms. The 
average waiting time was 0.37ms (σ = 0.32). 

5.5 Result Discussion 
The results presented indicate that the Multimedia Backend is the 
module responsible for most of the memory consumption. In our 
experiments, this consumption came to be 6.6 times higher in the 
peak (186 MiB – see Figure 3) than the mean consumption of the 
Presentation Manager, which has remained constant in all the 
experiments. In presenting low and standard resolution media 
objects, the Multimedia Backend mean memory usage was 1.7 
times higher, while the mean consumption presenting high-
resolution objects was four times higher. 
The variation for memory consumption is another significant 
information. As discussed in [17], constant memory allocations 
can affect the performance, especially in multithreaded 
applications (typically the case of multimedia systems). Figure 3 
and Figure 4 reveal that during its execution, the Multimedia 
Backend varies significantly the amount of memory allocated.  
On the other hand, the Presentation Manager has a constant 
consumption. Charts of Figure 3 and Figure 4 show that this 
process allocates the needed memory since the very beginning of 
its execution. In an overloaded system, this could imply in a 
longer bootstrap time. However, because the consumption does 
not increase after the bootstrap, there are no performance issues 
due to memory allocation during the rest of the process life cycle. 
The mean memory usage of the Presentation Manager can even be 
compared with the usage of some mobile applications. As an 
example, Google Maps application for Android devices can reach 
the usage of more than 30 MB of RAM. Although this comparison 
is just illustrative due the hardware differences between a 
smartphone and the devices used in the experiments, it can give 
evidence that it is possible to run the Presentation Manager in a 
smartphone without allocate huge amount of resources, which 
could compromise the performance of presentations. However, to 
confirm this evidence more tests are being conducted. 
The experiment C has shown that the mean time the Presentation 
Manager is blocked waiting for replies is very low. More than 97% 
of the requests (6847 in total) have received the reply in less than 
0.5ms, which does not affect the synchronization requirements of 
most of the practical multimedia applications [24].  
Indeed, in [18], several examples of distributed multimedia 
applications that tolerate different ranges of asynchrony are 
discussed. Four categories classify the applications depending on 
the level of synchronization required: very high (10μs – 10ms), 
high (10ms – 100ms), medium (100ms – 500ms) and low (500ms 
– 2s). Even considering the longest waiting time logged (13.8 ms), 
the results obtained in experiment C suggest that our 
implementation could support applications in the categories low, 
medium and high. It is possible to infer that the synchronous 
communication approach used did not affect the synchronization 
in these experiments. 
Results show economy of computer resources on the device 
running the Presentation Manager. Moreover, the synchronous 
communication approach did not posed severe threat for the 
synchronization, since the mean blocked time obtained was lower 
than the threshold of most of the practical applications. 

6. FINAL REMARKS 
Multimedia systems in which the backend is isolated from others 
components are not a novelty. However, current proposals still 
have significant limitations that prevent the deployment of an 
effective distributed solution for presenting multimedia 
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applications. This paper proposes a deep separation of concerns 
for multimedia systems that enables multimedia distributed 
processing, where devices with scarce computational resources 
can execute multimedia applications that is rendered in a remote 
backend. This proposal has better support to user interaction than 
current technologies. The experiments have indicated that, in 
networks with low latency, the implementation of the process-
isolated components is able to meet the synchronization 
requirements specified by the application authors. 
One advantage of using the process isolation is to save resources 
in devices with scarce computational power, in which a 
monolithic multimedia system could not be able to guarantee the 
synchronization requirements, as discussed in [8]. Another 
advantage is the possibility of reusing the Multimedia Backend to 
process multimedia content for different Presentation Managers, 
which can facilitate the development of multimedia systems. 
However, one should evaluate the network latency before 
deploying a system based on this architecture, once high delay 
and jitter rates can jeopardize the synchronization. Finally, the 
third main advantage is the possibility of using monitor tools in a 
separated device, avoiding measurement biases. 
In the implementation, the choice of using JSON messages 
directly over TCP sockets for communication between processes 
has proved to be useful in minimizing the message processing 
time. Considering the experiments carried out, the mean time the 
Presentation Manager is blocked waiting for replies was very low, 
which means that it does not have critical impact on the 
application synchronization. However, more tests are being 
performed, varying the network load to investigate the threshold 
from which our proposal cannot guarantee the synchronization 
requirements. Moreover, additional quantitative tests are also in 
progress, comparing the mean processing time of messages of our 
protocol with the mean processing time of other protocols (e.g., 
REST). 
In networks with considerable latency, a previous knowledge of 
the mean RTT could be useful to issue commands some point 
before their schedule time. This improvement is only feasible for 
deterministic actions, because their schedule time can be 
calculated by reading the specification of the application. Actions 
triggered by user interaction cannot take advantage of this 
heuristic. Investigate the QoE on networks with high latency and 
implement this improvement is pointed as a future work. 
Despite not being the focus of this paper, it is worth mentioning 
that the process isolation approach also enables the 
implementation of effective error recovering techniques. For 
instance, in the event of a failure, it would be possible to restart 
the Multimedia Backend process and play the media objects 
advancing their playback time to the moment in which the failure 
was detected. This feature is currently under development. 
Considering the memory consumption, the results of the 
experiments carried out evidence that the distributed approach 
proposed in this paper is feasible to be used in real scenarios. It is 
practical to run the Presentation Manager in a device with scarce 
computational resources, because it does not consumes huge 
amount of memory. Moreover, the low mean waiting time does 
not affect the synchronization of the application. Tests evaluating 
our proposal in different real-world setups are being conducted. 
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